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The graphics processing unit (GPU) has evolved into a flexible and powerful processor of relatively
low cost, compared to processors used for other available parallel computing systems. The majority
of studies using the GPU within the graphics and simulation communities have focused on the use
of the GPU for models that are traditionally simulated using regular time increments, whether these
increments are accomplished through the addition of a time delta (i.e., numerical integration) or event
scheduling using the delta (i.e., discrete event approximations of continuous-time systems). These
types of models have the property of being decomposable over a variable or parameter space. In
prior studies, discrete event simulation has been characterized as being an inefficient application
for the GPU primarily due to the inherent synchronicity of the GPU organization and an apparent
mismatch between the classic event scheduling cycle and the GPU’s basic functionality. However,
we have found that irregular time advances of the sort common in discrete event models can be
successfully mapped to a GPU, thus making it possible to execute discrete event systems on an
inexpensive personal computer platform at speedups close to 10x. This speedup is achieved through
the development of a special purpose code library we developed that uses an approximate time-
based event scheduling approach. We present the design and implementation of this library, which
is based on the compute unified device architecture (CUDA) general purpose parallel applications
programming interface for the NVIDIA class of GPUs.
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1. Introduction

Computer simulation involves the formulation of a math-
ematical model, often including a diagram. This model is
then translated into computer code, which is then executed
and compared against a physical, or real-world, system’s
behavior under a variety of conditions. Simulation soft-
ware provides the user with the framework to easily build
the simulation model. Simulation packages and languages
are more efficient in that they can produce more detailed
results, but most simulation packages are commercial and
a simulation language needs to be learned. On the other
hand, simulation libraries written in a general purpose lan-
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guage, such as C, C++ and Java, are easily obtainable, and
are ready to use without the need to learn specific simula-
tion languages [1].

Simulation can be expensive in terms of computational
time and resources. To overcome these limitations, simu-
lations can be executed in parallel or through a distributed
approach. Two approaches, conservative and optimistic,
have been introduced to speed up simulations for large-
scale model simulation [2]. Both of these approaches re-
quire partitioning of the model and the development of
a synchronization method. Synchronization permits the
events to be processed in a non-decreasing time-stamp
order, which allows preservation of causal relationships
across processors, because the produced results are ex-
pected to be identical to those produced by sequential sim-
ulation.

A graphics processing unit (GPU) is a dedicated graph-
ics processor that renders 3D graphics in real time. Re-
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cently, the GPU has become an increasingly attractive
architecture for solving compute-intensive problems for
general purpose computation. Availability as a commod-
ity and increased computational power make the GPU a
substitute for expensive clusters of workstations in a par-
allel simulation, at a relatively low cost [3]. Nonetheless,
despite many potential advantages, harnessing the power
of the GPU has been considered difficult because GPU-
specific knowledge, such as graphics application pro-
gramming interfaces (APIs) and hardware, is needed for
programming the GPU. However, with the advent of the
GeForce 8800 GTX GPU [4] and the compute unified de-
vice architecture (CUDA) [5], simpler solutions exist for
utilizing the GPU as a computational coprocessor without
the need for graphics-specific knowledge. For a GeForce
8 series GPU, the unified streaming processors reduce the
stages of pipelines, and change sequential processing to
a loop-orientation, which makes programs more flexible
when using these streaming processors. CUDA provides
an efficient environment for developing kernels in the
high-level language C, hiding the complex graphics hard-
ware control from the programmer.

Single instruction, multiple data (SIMD) and multiple
instruction, multiple data (MIMD) are two architecture
techniques employed to achieve parallelism. A SIMD ma-
chine has multiple processors executed by single instruc-
tion synchronously, whereas a MIMD machine has mul-
tiple processors executed by each independent instruction
asynchronously. Most parallel discrete event simulations
(PDES) have been performed on MIMD machines, but
the GPU is a SIMD-based hardware. Moreover, the GPU
is designed for optimization of computation-intensive and
time-synchronous based simulation models. Other studies
show that time-synchronous based simulation models are
well suited to SIMD-style simulation [6, 7]. Fine-grained
events and asynchronous behavior of discrete event simu-
lation are characteristics not traditionally found in GPU-
based implementations.

In discrete event simulation, the event scheduling
method comprises a large portion of the overall simulation
time. Experimental results [8] show that the management
of the future event list (FEL) use about 40% of the simu-
lation time. Therefore, the FEL implementation needs to
be parallelized to take full advantage of the GPU architec-
ture. The concurrent priority queue [9, 10] is one of the
solutions proposed to access and operate an FEL in paral-
lel. An event list or message queue is usually distributed
to each logical processor in a PDES with its own local
clock. A shared priority queue is often used as a schedul-
ing method in the PDES on shared memory multiproces-
sors, for reasons such as load balancing [11, 12]. The con-
current insertion and deletion of the priority queue, by in-
volving mutual exclusion or atomic functions, lead to the
improvement of the overall performance using a global
event list. However, the concurrent priority queue method
cannot be directly ported into the GPU since a GPU does
not natively support mutual exclusion, and the GeForce

8800 GTX GPU also does not support atomic functions
[4]. Moreover, sparse and variable-size data structures,
such as heap and tree, cannot easily be implemented be-
cause the GPU is designed to process array-based data
structures for the purpose of processing pixel images in
real time. Therefore, we require a new approach to oper-
ate the FEL in parallel on a GPU using arrays.

Our objective is to develop simulation libraries for
CUDA so that the GPU can easily be used for discrete
event simulation. A GPU has many threads executed in
parallel, and each thread can concurrently access the FEL.
If the FEL is decomposed into many sub-FELs, and each
sub-FEL is only accessed by one thread, the access to
one element in the FEL is guaranteed to be isolated from
other threads. We also investigate some issues in a queuing
model simulation, and present possible solutions. Conse-
quently, we created a considerable performance improve-
ment with commodity hardware without incurring a heavy
penalty in the accuracy of the simulation results. In this
paper, we describe a GPU-based library and applications
framework for discrete event simulation, especially the
parallel event scheduling method. A theoretical method-
ology and the performance analysis of that methodology
will be discussed in a subsequent paper.

The paper is organized as follows. Section 2 reviews
an event scheduling method. Section 3 describes related
work. Section 4 presents the hardware and software back-
ground for CUDA. Section 5 presents our simulation
methodology with CUDA-based simulation libraries. Sec-
tion 6 shows our experimental results, and compares these
to a sequential simulation result. Section 7 concludes this
approach and presents future work.

2. Event Scheduling: a Review

Discrete event simulation changes the state variables at a
discrete time when the event occurs. An event schedul-
ing method [13] is the basic paradigm for discrete event
simulation and is used along with a time-advanced algo-
rithm. The simulation clock indicates the current simu-
lated time, the event time of last event occurrence. The
unprocessed, or future, events are stored in a data struc-
ture called the FEL. Events in the FEL are usually sorted
in non-decreasing time-stamp order. When the simulation
starts, the head of the FEL is extracted from the FEL, up-
dating the simulation clock. The extracted event is then
sent to an event routine, where it reproduces a new event
after its execution. The new event is inserted to the FEL,
sorting the FEL in non-decreasing time-stamp order. This
step is iterated until the simulation ends.

Figure 1 illustrates the basic cycle for event scheduling
[13]. Three future events are stored into the FEL. When
NEXT_EVENT is called, token #5 with time-stamp 12 is
extracted from the head of the FEL. The simulation clock
then advances from 10 to 12. The event is executed at
event routine 2, which creates a new future event, event
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Figure 1. The cycle used for event scheduling.

#3. Token #5 with event #3 is scheduled and inserted into
the FEL. Token #5 is placed between token #6 and token
#3 after comparing their time-stamps. The event loop iter-
ates to call NEXT_EVENT until the simulation ends.

The priority queue is the abstract data structure for
an FEL. The priority queue involves two operations for
processing and maintaining the FEL: insert and delete-
min. The simplest way to implement the priority queue is
to use an array or a linked list. These data structures store
events in a linear order by event time but are inefficient for
large-scale models, since the newly inserted event com-
pares its event time with all others in the sequence. An ar-
ray and linked list takes O(N) time for insertion, and O(1)
time for deletion on average, where N is the number of el-
ements in these data structures. When an event is inserted,
an array can be accessed faster than a linked list on the
disk, since the elements in arrays are stored contiguously.
On the other hand, an FEL using an array requires its own
dynamic storage management [13].

The heap and splay tree [14] are data structures typ-
ically used for an FEL. They are tree-based data struc-
tures and can execute operations faster than linear data
structures, such as an array. Min heap implemented in a
height-balanced binary search tree takes O(log N) time
for both insertion and deletion. A splay tree is a self-
balancing binary tree, but certain elements can rearrange
the tree, placing that element into the root. This makes
recently accessed elements able to be quickly referenced
again. The splay tree performs both operations in O(log
N) amortized time. Heap and splay tree are therefore suit-
able data structures for a priority queue for a large-scale
model.

Calendar queues [15] are operated by a hash function,
which performs both operations in O(1), on average. Each
bucket is a day that has a specific range and each has a
specific data structure for storing events in time-stamp or-
der. Enqueue and dequeue functions are operated by hash
functions according to event time. The number of buckets
and ranges in a day are adjusted to operate the hash func-
tion efficiently. Calendar queues are efficient when events
are equally distributed to each bucket, which minimizes
the adjustment of bucket size.

3. Related Work

The priority queue is the abstract data structure that has
widely been used as an FEL for discrete event simulation.
The global priority queue is commonly used and accessed
sequentially for the purpose of ensuring consistency in
PDES on shared memory multiprocessors. The concur-
rent access of the priority queue has been studied because
the sequential access limits the potential speedup in par-
allel simulation [9, 10]. Most concurrent priority queue
approaches have been based on mutual exclusion, locking
part of a heap or tree when inserting or deleting the events
so that other processors would not access the currently up-
dated element [16, 17]. However, this blocking-based al-
gorithm limits potential performance improvements to a
certain degree, since it involves several drawbacks, such
as deadlock and starvation, which cause the system to
be in idle or wait states. The lock-free approach [18]
avoids blocking by using atomic synchronization primi-
tives and guarantees that at least one active operation can
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be processed. PDES that use the distributed FEL or mes-
sage queue have improved their performance by optimiz-
ing the scheduling algorithm to minimize the synchroniza-
tion overhead and to hide communication latency [19, 20].

Perumalla [6] has performed discrete event simulation
on a GPU by running a diffusion simulation. Perumalla’s
algorithm selects the minimum event time from the list of
update times, and uses it as a time-step to synchronously
update all elements on a given space throughout the sim-
ulation period. Our approach differs from this algorithm
in that we explicitly implemented a parallel FEL for se-
lectively updating and scheduling the events on the GPU.
Our parallel event scheduling method supports traditional
discrete event applications, including queuing model sim-
ulation.

Lysenko and D’Souza [21] proposed a GPU-based
framework for large-scale agent-based model (ABM) sim-
ulations. In ABM simulation, sequential execution using
discrete event simulation techniques makes the perfor-
mance too inefficient for large-scale ABM. Data-parallel
algorithms for environment updates, and agent interaction,
death, and birth were, therefore, presented for GPU-based
ABM simulation. This study used an iterative randomized
scheme so that agent replication could be executed in O(1)
average time in parallel on the GPU.

There are many simulation libraries written in general
purpose language that aid in the development of a PDES
model. A parallel simulation toolkit provides the syn-
chronization mechanism and message passing or shared
memory communication between inter-processors, adding
to the functions of sequential simulation toolkit. JWarp
[22], SPaDes/Java [23], and JSDESLib [24] are simu-
lation libraries that can be used for parallel simulation.
Grammatikakis and Liesche [17] provide the simulation
libraries for operations of balanced concurrent priority
queues, written in C.

Our approaches to parallel event scheduling and
CUDA-based discrete event simulation libraries build
upon prior work by contributing the following features:

� We decompose the FEL into many sub-FELs, which
allows threads to process them in parallel by utiliz-
ing a number of threads on a GPU without invoking
sophisticated mutual exclusion methods.

� We reorganize the processing steps in a queuing
model simulation using traditional approaches by
employing alternate updates between the FEL and
service facilities so that they can be updated in
SIMD fashion, avoiding collisions.

� We are using this new library to perform initial
tests on the performance of queuing model simula-
tions, with these models being inherently time asyn-
chronous. Simulations to date demonstrate a 10x
speedup with output statistics errors of roughly 3%.

4. CUDA

CUDA is a unified hardware and software solution that
allows the GeForce 8 series GPU to process kernels on a
certain number of threads. CUDA divides complex prob-
lems into smaller elements and sends them to a number
of threads on the GPU for processing. CUDA is an API,
based on an extension of the C programming language
and an accompanying compiler including standard math
libraries. CUDA, therefore, does not require a tough learn-
ing curve and provides a simplified solution for those who
are not familiar with the knowledge of graphics hardware
and API. The user can focus on the algorithm itself rather
than on its implementation with CUDA.

The GPU operates as a coprocessor to the CPU when
programmed in CUDA. A massive number of threads
on the GPU execute the kernel program in parallel, af-
ter the codes are programmed into the kernels and down-
loaded to the GPU. The much smaller cost of creating and
switching threads, compared to those of the CPU, makes
them efficient when running in parallel. The execution
configuration has to be specified when invoking the ker-
nel on the GPU, by defining the number of grids, blocks
and bytes in shared memory per block, in an expression of
following form, where memory size is optional:

KernelFunc��� DimGrid, DimBlock, SharedMemBytes
���(parameters)�

The corresponding function is defined by _global_ void
KernelFunc(parameters) on the GPU, where _global rep-
resents the computing device or GPU. Data are copied
from the host or CPU to global memory on the GPU and
are loaded to the shared memory. After performing the
computation, the results are copied back to the host via
PCI-Express.

In the CUDA execution model, a grid is located at
the highest level. A grid consists of the group of thread
blocks that executes a single kernel with the same instruc-
tion and different data. Each thread block consists of a
batch of threads that can communicate with each other
through on-chip shared memory, and their executions are
synchronized within a thread block to coordinate mem-
ory accesses by barrier synchronization using the _sync-
threads() function. Each thread is the basic unit of exe-
cution. A grid aggregates as many thread blocks as pos-
sible, to increase parallelism for a single kernel, because
the maximum number of threads in a thread block is set to
512. However, the overall performance can be reduced,
because the threads on a single grid but in a different
block cannot communicate with each other through on-
chip shared memory. The execution is also not synchro-
nized between thread blocks within a grid.

Each multiprocessor processes a grid by scheduling
batches of thread blocks, one after another, but block or-
dering is not guaranteed. The number of thread blocks in
one batch depends upon the degree to which the shared
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Figure 2. The CUDA execution model.

memory and registers are assigned, per block and thread,
respectively. The currently executed blocks are referred
to as active blocks, and each one is split into a group of
threads called a warp. The number of threads in a warp is
called warp size and it is set to 32 on the GeForce 8 series.
Figure 2 shows how the grid, block, warp and thread are
structured [5]. At each clock cycle, the threads in a warp
are physically executed in parallel. Each warp is executed
alternatively by time-slicing scheduling, which hides the
memory access latency. The overall performance depends
on the executed number of concurrent blocks. The number
of thread blocks can increase if we can decrease the size of
shared memory per block and the number of registers per
thread. However, it fails to launch the kernel if the shared
memory per thread block is insufficient.

The GeForce 8800 GTX GPU consists of 16 stream
multiprocessors (SM). Each SM has 8 stream processors
(SP), which makes a total of 128. Each multiprocessor
can take up to 8 blocks or 768 threads and each thread
block can take up to 512 threads, which makes a total of
12,288 threads. Each multiprocessor, therefore, consists
of 3 thread blocks with 256 threads, or 6 blocks with 128
threads.

5. Parallel Event Scheduling

5.1 Concept and Methodology

SIMD-based computation has a bottleneck problem in that
some operations, such as instruction fetch, have to be im-

plemented sequentially, which causes many processors to
be halted. Event scheduling in SIMD-based simulation
can be considered as a step of instruction fetch that distrib-
utes the workload into each processor. The sequential op-
erations in a shared event list can be crucial to the overall
performance of simulation for a large-scale model. Most
implementations of concurrent priority queue have been
run on MIMD machines. Their asynchronous operations
reduce the number of locks at the instant time of simula-
tion. However, it is inefficient to implement a concurrent
priority queue with a lock-based approach on SIMD hard-
ware, especially a GPU because the point in time when
multiple threads access the priority queue is synchronized.
It produces many locks that are involved in mutual ex-
clusion, making their operations almost sequential. More-
over, sparse data structure, such as heaps, cannot be di-
rectly developed on the GPU since the GPU is optimized
to process dense data structures such as linear arrays.

Both insert and delete-min operations re-sort the FEL
in time-stamp order. Other threads cannot access the FEL
during the sort, since all the elements in the FEL are sorted
if a linear array is used for the data structure of the FEL.
The concept of parallel event scheduling is that an FEL is
divided into many sub-FELs, and only one of them is han-
dled by each thread on the GPU. An element index that is
used to access the element in the FEL is calculated by a
thread ID combined with a block ID, which allows each
thread to access its elements in parallel without any inter-
ference from other threads. In addition, keeping the global
FEL unsorted guarantees that each thread can access its
elements, regardless of the operations of other threads.
The number of elements that each thread is responsible
for processing at the current time is calculated by divid-
ing the number of elements in the FEL by the number of
threads.

As a result, the heads of the global FEL and each local
FEL accessed by each thread are not the events with the
minimum time-stamp. Instead, the smallest time-stamp is
determined by parallel reduction [25, 26], using multiple
threads. With this time-stamp, each thread compares the
minimum time-stamp with that of each element in the
local FEL to find and extract the current active events
(delete-min). After the current events are executed in par-
allel, new events are created by the current events. The
currently extracted elements in the FEL are re-written by
updating the attributes, such as an event and its time (in-
sert). The algorithm for parallel event scheduling on the
GPU is summarized in Figure 3.

Additional operations are needed for a queuing model
simulation. The purpose of discrete event simulation is
to analyze the behavior of the system [27]. In a queuing
model simulation, a service facility is the system to be
analyzed. Service facilities are modeled in arrays as re-
sources that contain information regarding server status,
current customers, and their queues. Scheduling the in-
coming customer to the service facility (Arrival), releas-
ing the customer after its service (Departure), and manip-
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Figure 3. The algorithm for parallel event scheduling.

Figure 4. The result of a concurrent request from two threads without a mutual exclusion algorithm. (a) A concurrent request from two
threads. (b) The incorrect results for a concurrent request. The status of token #1 should be Queue.

ulating the queue when its server is busy are the service fa-
cility operations. Queuing model simulations also benefit
from the tens of thousands of threads on the GPU. How-
ever, there are some issues to be considered, since the ar-
rays of both the FEL and service facility reside in global
memory, and threads share them.

5.2 Issues in a Queuing Model Simulation

5.2.1 Mutual Exclusion

Most simulations that are run on a GPU use 2D or 3D
spaces to represent the simulation results. The spaces and
the variables, used for updating those spaces, are imple-
mented in an array on the GPU. The result array is updated
based on variable arrays throughout the simulation. For
example, the velocity array is used for updating the result
array by a partial differential equation in a fluid simula-
tion. The result array is dependent on the variable arrays,
but not vice versa. In a fluid simulation, the changes of
velocity in a fluid simulation make the result different, but
the result array does not change the velocity. This kind of
update is one-directional. Mutual exclusion is not neces-
sary, since each thread is responsible for a fixed number
of elements, and does not interfere with other threads.

However, the updates in a queuing model simulation
are bi-directional. One event simultaneously updates both

the FEL and service facility arrays. Bi-directional updates
occurring at the same time may cause their results to be
incorrect, because one of the element indexes – either
the FEL or the service facility – cannot be accessed by
other threads independently. For example, consider a con-
current request to the same service facility that has only
one server, as shown in Figure 4(a). Both threads try to
schedule their token to the server because its idle status
is read by both threads at the same time. The simultane-
ous writing to the same location leads to the wrong result
in thread #1, as shown in Figure 4(b). We need a mutual
exclusion algorithm because a collision can occur when
updating both arrays at the same time. The mutual exclu-
sion involved in this environment is different from the case
of the concurrent priority queue, in that a collision occurs
when two different arrays concurrently attempt to update
each other and are accessed by the same element index.

The simplest way to implement mutual exclusion is to
separate both updates. Alternate access between the FEL
and service facility can resolve this problem. When up-
dates are happening in terms of the FEL, each extracted
token in the FEL stores information about the service fa-
cility, indicating that an update is required at the next step.
Service facilities are then updated based on these results.
Each service facility searches the FEL to find the extracted
tokens that are related to itself at the current time. Then,
the extracted tokens are placed into the server or queue at
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Figure 5. A mutual exclusion algorithm with clustering events.

the service facility for an arrival event, or the status of the
server turns to idle for a departure event. Finally, the loca-
tions of extracted tokens in the FEL are updated using the
results of the updated service facility.

One of biggest problems for discrete event simulation
on a GPU is that events are selectively updated. A few
events occurring at one event time make it difficult to
fully utilize all the threads at once. If the model has as
many concurrent events as possible, this approach is more
efficient. One approach to improving performance is to
cluster events into one event time. If the event time can
be rounded to integers or one decimal, more events can
concurrently occur.

However, a causality error can occur because two or
more tokens with different time-stamps may have the
same time-stamp, due to the rounding of the time-stamp.
The correct order must be maintained, otherwise the statis-
tical results produced will be different. Wieland [28] pro-
posed a method to treat simultaneous events. The event
times of simultaneous events are altered by adding or
subtracting a threshold so that each event has a different
time-stamp. His method deals with originally simultane-

ous events that are unknown in their correct order, but si-
multaneous events in our method were non-simultaneous
events before their time-stamps were rounded. We use an
original time-stamp to maintain the correct event order for
simultaneous events. If two tokens arrive at the same ser-
vice facility with the same time-stamp due to the round-
ing of the time-stamp, the token with the smaller original
time-stamp has priority. An original time-stamp is main-
tained as one of the attributes in the token. For originally
simultaneous events, the service facility randomly deter-
mines their order. The pseudocode for mutual exclusion
algorithms with clustering events is summarized in Fig-
ure 5.

5.2.2 Selective Update

An alternate update that is used for mutual exclusion pro-
duces the other issue. Each extracted token in the FEL
has information about the service facility, whereas each
service facility does not know which token has requested
the service at the current time during the alternate update.
Each service facility searches the entire FEL to find the
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requested tokens, which is executed in O(N) time. This
sequential search significantly degrades performance, es-
pecially for a large-scale model simulation. The number of
searched tokens for each service facility, therefore, needs
to be reduced for the performance of parallel simulations.
One of the solutions is to use the incoming edges of each
service facility because a token enters the service facility
only from the incoming edges. If we limit the number of
searches to the number of incoming edges, the search time
is reduced to O(Maximum number of edges) time.

A departure event can be executed at the first step of
mutual exclusion because it does not cause any type of
collision between the FEL and service facility. For a de-
parture event, no other concurrent requests for the same
server at the service facility exist, since the number of re-
leased tokens from one server is always one. Therefore,
each facility can store the just-released token when a de-
parture event is executed. Each service facility refers to
its neighbor service facilities to check whether they re-
leased the token at the current time during the update of
itself. Performance may depend on the simulation model,
because search time depends on the maximum number of
edges among service facilities.

5.2.3 Synchronization

Threads in the same thread block can be synchronized
with shared local memory, but the executions of threads
in different thread blocks are completely independent of
each other. This independent execution removes the de-
pendency of assignments between the thread blocks and
processors, allowing thread blocks to be scheduled across
any processor [25].

For a large-scale queuing model, arrays for both the
FEL and service facility reside in global memory. Both
arrays are accessed and updated by an element ID in se-
quence. If these steps are not synchronized, some indexes
are used to access the FEL, while others are used to update
the service facility. The elements in both arrays may then
have incorrect information when updated.

We expect the same effect of synchronization between
blocks if the kernel is decomposed into multiple kernels
[26]. Alternate accesses between both arrays need to be
developed as multiple kernels, and invoking these ker-
nels in sequence from the CPU explicitly synchronizes
the thread blocks. One of the bottlenecks in CUDA im-
plementation is data transfer between the CPU and GPU,
but sequential invocations of kernels provide a global syn-
chronization point without transferring any data between
them.

5.3 Data Structures and Functions

5.3.1 Event Scheduling Method

FEL Let a token denote any type of customer that re-
quests service at the service facility. The FEL is therefore

Figure 6. The future event list and its attributes.

a collection of unprocessed tokens, and tokens are iden-
tified by their ID without being sorted in non-decreasing
time-stamp order. Each element in the FEL has its own
attributes: token ID, event, time, facility, and so on. Fig-
ure 6 shows an instant status of the FEL with some of the
attributes. For example, token ID #3 will arrive at facil-
ity #3 at the simulation time of 2. Status represents the
specific location of the token at the service facility. Free
is assigned when the token is not associated with any ser-
vice facility. Token #1, placed in the queue of facility #2,
cannot be scheduled for service until the server becomes
idle.

Finding the minimum time-stamp: NextEventTime
The minimum time-stamp is calculated by parallel reduc-
tion without re-sorting the FEL. Parallel reduction is a
tree-based approach, and the number of comparisons is
cut in half at each step. Each thread finds the minimum
value by comparing a fixed length of input. The number
of threads that is used for comparison is also cut in half af-
ter each thread completes calculating the minimum value
from its input. Finally, the minimum value is stored in
thread ID 0. The minimum time-stamp is calculated by in-
voking the NextEventTime function which returns the min-
imum time-stamp. The CUDA-style pseudocode for Nex-
tEventTime is illustrated in Figure 7. We have modified
the parallel reduction code [26] in the NVIDIA CUDA
software development kit to develop the NextEventTime
function.

Comparison of elements using global memory is very
expensive, and additional memory spaces are required so
that the FEL is prevented from being re-sorted. Iterative
executions allow the shared memory to be used for a
large-scale model, although the shared memory, 16 KB
per thread block, is too small to be used for a large-scale
model. As an intermediate step, each block produces one
minimum time-stamp. At the start of the next step, com-
parisons of the results between the blocks should be syn-
chronized. In addition, the number of threads and blocks
used for comparison at the block-level step will be dif-
ferent from those used at the thread-level step, due to the
size of the remaining elements. The different number of
threads and blocks at the various steps as well as the need
for global synchronization requires that parallel reduction
be invoked from the CPU.
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Figure 7. Pseudocode for NextEventTime.

Figure 8. Pseudocode for NextEvent.

Event extraction and approximate time: NextEvent
When the minimum time-stamp is determined, each
thread extracts the events with the smallest time-stamp
by calling the NextEvent function. Figure 8 shows the
pseudocode for the NextEvent function. Approximate time
is calculated by assigning the interval that the event time
can be rounded to, so that more events are clustered into
that time. Events are extracted from the FEL, unless to-
kens are in a queue. Each thread executes one of the event
routines in parallel after the events are extracted.

Event insertion and update: Schedule New events are
scheduled and inserted into the FEL by the currently ex-
ecuted events. Each element that is executed at the cur-
rent time updates the current status (e.g. next event time,
served facility, queue, and so on) by calling the Sched-
ule function. Figure 9 illustrates the pseudocode for the
Schedule function. The Schedule function is the general
function to update the element in the FEL, as well as to
schedule new events. In an open queuing network, the
number of elements in the FEL varies, due to the arrivals
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Figure 9. Pseudocode for Schedule.

Figure 10. The service facility and its attributes.

Figure 11. Pseudocode for Request.

from and departures to outside of the simulation model.
The index is maintained to put a newly arrived token into
the FEL, and the location of an exiting token is marked
as being empty. When the index reaches the last location
of the FEL, the index goes back to the first location, and
keeps increasing by 1 until it finds an empty space. The
CPU is responsible for generating new arrivals from out-
side of the simulation model in the open queuing network,
due to the mutual exclusion problem of the index.

5.3.2 Functions for a Queuing Model

Service facility The service facility is the resource that
provides the token with service in the queuing model. A
service facility consists of servers and a queue. When the
token arrives at the service facility, the token is placed
into the server if its server is idle. Otherwise, the token
is placed into a queue. Each service facility can have one
or more servers.

A service facility has several attributes, such as its
server status, currently served token, a number of statis-
tics, and queue status. The queue stores the waiting to-
kens in First in, First out (FIFO) order, and its capacity is
defined by the programmer at the start of the simulation.

When a token exits from the service facility, the head of
the queue has priority for the next service.

The results that are of interest in running the queu-
ing model simulation are the summary statistics, such as
the utilization of the service facility and the average wait
time in the queue. Each service facility has some fields in
which to collect information about its service, in order to
provide the summary statistics at the end of the simula-
tion. Figure 10 shows the instant status of a service facil-
ity using some of the attributes. At service facility #1, the
server is busy, and the current service for token #2 began
at a simulation time of 4. The queue at service facility #1
has one token (#3), and its total busy time so far is 3.

Arrival: Request Arrival and departure are the two
main events for the queuing model, and both events are
executed after being extracted from the FEL. The arrival
event updates the element of the requesting token in the
FEL and service facility after checking the status of its
server (busy or idle). However, an arrival event, executed
by calling the Request function, only updates the sta-
tus of tokens, due to the mutual exclusion problem. The
pseudocode for the Request function is illustrated in Fig-
ure 11.
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Figure 12. Pseudocode for Release.

Figure 13. Pseudocode for ScheduleServer.

Departure: Release The departure event also needs up-
dates for both the FEL and the service facility. For a de-
parture event, it is possible to update both of them, as
specified in the previous section. When the event is a de-
parture event, token information is updated by calling the
Schedule function. Then, the Release function is called in
order to update the statistics of the service facility for the
released token and the status of its server. Figure 12 il-
lustrates the pseudocode for the Release function. When
the Release function is executed, the index of the updated
service facility is determined by the released token, not
by the element index, as shown in Figure 12. The Release
function stores the currently released token for selective
update.

Scheduling the service facility: ScheduleServer The
service facility places the currently requesting tokens into
the server or queue, after searching the FEL, by call-
ing the ScheduleServer function. Figure 13 illustrates the
pseudocode for the ScheduleServer function. The token in
the queue has priority, and is placed into the server if the
queue is not empty. For two or more tokens, the token with
the minimum original time-stamp is placed into the server,
and others are placed into the queue if the queue is empty.
The token is dropped from the service facility when the
queue is full. The head and tail indexes are used to insert a
token into (EnQueue), and delete a token from (DeQueue)
the queue.
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Figure 14. First step in parallel reduction.

Collecting statistics: PrintResult Each service facility
has several attributes for summary statistics, including the
accumulated busy time, the number of served tokens, and
the average length of the queue. When each event occurs
at the service facility, these attributes are updated. At the
end of the simulation, these attributes are copied to the
CPU. The summary statistics are produced by calling the
PrintResult function. The PrintResult function is a CPU-
side function with no parameters, and it returns summary
statistics including utilization, throughput, and mean wait
time.

5.3.3 Random Number Generation

In discrete event simulations, the time duration for each
state is modeled as a random variable [27]. Inter-arrival
and service times in queuing models are the types of vari-
ables that are modeled as specified statistical distributions.
The Mersenne twister [29] is used to produce the seeds for
a pseudo-random number generator since bitwise arith-
metic and an arbitrary amount of memory writes are suit-
able for the CUDA programming model [30]. Each thread
block updates the seed array for the current execution at
every simulation step. Those seeds with statistical distrib-
utions, such as uniform and exponential distributions, then
produce the random numbers for the variables.

5.4 Steps for Building a Queuing Model

This section describes the basic steps in developing the
queuing model simulation. Each step represents each ker-
nel invoked from the CPU in sequence to develop the mu-
tual exclusion on the GPU. We have assumed that each
service facility has only one server for this example.

Step 1: Initialization The memory spaces are allocated
for the FEL and service facilities, and the state variables
are defined by the programmer. The number of elements
for which each thread is responsible is determined by the
problem size, as well as by user selections, such as the
number of threads in a thread block and the number of
blocks in a grid. Data structures for the FEL and service
facility are copied to the GPU, and initial events are gen-
erated for the simulation.

Figure 15. Steps in parallel reduction.

Step 2: Minimum time-stamp The NextEventTime
function finds the minimum time-stamp in the FEL by
utilizing multiple threads. At this step, each thread is re-
sponsible for handling a certain number of elements in the
FEL. The number of elements each thread is responsible
for may be different from that of other steps, if shared
memory is used for element comparison. The steps for
finding the minimum time-stamp are illustrated in Fig-
ures 14 and 15. In Figure 14, each thread compares two
time-stamps, and the smaller time-stamp is stored at the
left location. The time-stamps in the FEL are copied to
the shared memory when they are compared so that the
FEL will not be re-sorted, as shown in Figure 15.

Step 3: Event extraction and departure event The
NextEvent function extracts the events with the minimum
time-stamp. At this step, each thread is responsible for
handling a certain number of elements in the FEL, as illus-
trated in Figure 16. Two main event routines are executed
at this step. A Request function executes an arrival event
partially, just indicating that these events will be executed
at the current iteration. A Release function, on the other
hand, executes a departure event entirely at this step, since
only one constant index is used to access the service facil-
ity for a Release function. In Figure 16, tokens #4, #5, and
#8 are extracted for future updates, and service facility #6
releases token #5 at this step, updating both the FEL and
service facility at the same time. Token #5 is re-scheduled
when the Release function is executed.
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Figure 16. Step 3: Event extraction and departure event.

Figure 17. Step 4: Update of service facility.

Step 4: Update of service facility The ScheduleServer
function updates the status of the server and the queue for
each facility. At this step, each thread is responsible for
processing a certain number of elements in the service fa-
cility, as illustrated in Figure 17. Each facility finds the
newly arrived tokens by checking the incoming edges and
the FEL. If there is a newly arrived token at each service
facility, the service facilities with idle server (#2, #3, #5,
#6, and #8) will place it into the server, whereas the ser-
vice facilities with busy server (#1, #4, and #7) will put it
into the queue. Token #8 is placed into the server of ser-
vice facility #8. Token #4 can be located in the server of
service facility #6 because service facility #6 has already
released token #5 at the previous step.

Step 5: New event scheduling The Schedule function
updates the executed tokens in the FEL. At this step, each
thread is responsible for processing a certain number of
elements in the FEL, as illustrated in Figure 18. All to-
kens that have requested the service at the current time are
re-scheduled by updating the attributes of tokens in the
FEL. Then, the control goes to Step 2, until the simulation

ends. The attributes of tokens #4 and #8 in Figure 18 are
updated based on the results of the previous step, as shown
in Figure 17.

Step 6: Summary Statistics When the simulation ends,
both arrays are copied to the CPU, and the summary sta-
tistics are calculated and generated.

6. Experimental Results

The experimental results compare a parallel event
scheduling method on the GPU with a sequential event
scheduling method on the CPU. The C version of SimPack
[31] with a heap-based FEL was used for sequential simu-
lation. The experiment was conducted on a Dell XPS 710.
The XPS has an Intel Core 2 Extreme Quad processor with
2.66 GHz and 3 GB of main memory. NVIDIA GeForce
8800 GTX GPUs [4] are deployed on the XPS. Each GPU
has 768 MB of memory with a memory bandwidth of 86.4
GB/s. The CPU communicates with the GPUs via PCI-
Express with a maximum of 4 GB/s in each direction.
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Figure 18. Step 5: New event scheduling.

The toroidal queuing network model was used for the
simulation. This application is an example of a closed
queuing network interconnected with a service facility.
Each service facility is connected to its four neighbors.
When the token arrives at the service facility, the service
time is assigned to the token by a random number gener-
ator with an exponential distribution. After being served
by the service facility, the token moves to one of its four
neighbors, selected with uniform distribution. The mean
service time of the facility is set to 10 with exponential
distribution, and the message population – the number of
initially assigned tokens per service facility – is set to 1.
Each service time is rounded to an integer so that many
events are clustered into one event time. However, this will
introduce a numerical error into the simulation results be-
cause their execution times are different to their original
time-stamps. The error may be acceptable in some appli-
cations, but an error correction method may be required
for more accurate results.

The number of threads in the thread block is fixed at
128. The number of elements that each thread processes
and the number of thread blocks are determined by the
size of the simulation model. For example, there are 8
thread blocks, and each thread only processes one element
for both arrays in a 32 � 32 model. There are 64 thread
blocks, and each thread processes 32 elements for both
arrays in a 512 � 512 model.

Figure 19 shows the performance improvement in the
GPU experiments compared to sequential simulation on
the CPU. The performance graph shows an s-shaped
curve. For a small simulation model, the CPU-based sim-
ulation shows better performance, since the times to ex-
ecute the mutual exclusion algorithm and transfer data
between the CPU and GPU exceed the sequential exe-
cution times. Moreover, the number of concurrently exe-
cuted events is too small. The GPU-based simulation out-
performs the sequential simulation when the number of
concurrent events is large enough to overcome the over-
head of parallel execution. Finally, the performance grad-
ually increases when the problem size is large enough to

Figure 19. Performance improvement.

fully utilize the threads on the GPU. Compared to our pre-
vious results [32], parallel event scheduling removes the
bottleneck of the simulation, and significantly improves
the performance. Figure 20 shows the approximation er-
ror in the server utilization, one of the summary statistics
from the simulation. A time interval of zero indicates no
error in accuracy and is equivalent behaviorally to run-
ning the sequential simulation. Time intervals of greater
than zero result in increased event clustering, with an ap-
proximation error. In a variety of domain situations, this
approximation error is deemed acceptable based on the
tradeoff of speedup versus accuracy.

7. Conclusions and Future Work

The event scheduling method takes a significant portion
of computational time for discrete event simulations. In
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Figure 20. Approximation error in the server utilization.

traditional parallel simulation, event scheduling methods
are distributed into several logical processors which oper-
ate an FEL with their own local clock. On the other hand,
a concurrent priority queue approach allows each proces-
sor to access the global FEL in parallel on shared memory
multiprocessors. The concurrent priority queue approach,
however, cannot directly be applied to SIMD-based hard-
ware due to its data structure and synchronous execution.

In the literature, discrete event simulation and event
scheduling methods because of the inherent asynchronous
behaviors have been generally considered as inefficient
applications that could benefit from a GPU. We have cre-
ated an approach that consists of the following two con-
tributions. First, the FEL is divided into many sub-FELs,
which allows threads to process them in parallel by uti-
lizing a number of threads on a GPU without invoking
sophisticated mutual exclusion methods. Each element in
the array does not move its position when the FEL re-
mains unsorted, which guarantees that each element is
only accessed by one thread. Second, alternate updates be-
tween the FEL and service facilities in a queuing model
simulation allow both shared resources to be updated bi-
directionally for the SIMD scheme, thus avoiding colli-
sions. We have built a CUDA-based library to support par-
allel event scheduling and queuing model simulation on a
GPU.

The tradeoff in our work is that while we get sig-
nificant speedup, the results are approximate and result
in a numerical error. However, in simulations where there
is flexibility in the output results, the error may be accept-
able. We are beginning to investigate methods to charac-
terize the nature of the approximation errors and at least
partially correct for them.

8. References

[1] Banks, J., J. S. Carson, B. L. Nelson and D. M. Nicol. 2005. Discrete-
Event System Simulation, 4th edn, Prentice Hall, Englewood
Cliffs, NJ.

[2] Fujimoto, R. M. 2000. Parallel and Distribution Simulation Systems,
Wiley-Interscience, New York.

[3] Owens, J. D., D. Luebke, N. Govindaraju, M. Harris, J. Krüger, A.
E. Lefohn, and T. J. Purcell. 2007. A survey of general-purpose
computation on graphics hardware. Computer Graphics Forum,
26(1): 80–113.

[4] NVIDIA Corporation. 2006. Technical Brief: NVIDIA GeForce8800
GPU architecture overview, NVIDIA Corporation.

[5] NVIDIA Corporation. 2008. NVIDIA CUDA Compute Unified De-
vice Architecture Programming Guide, 2.0 edn, NVIDIA Corpo-
ration.

[6] Perumalla, K. S. 2006. Discrete-event execution alternatives on gen-
eral purpose graphical processing units (GPGPUs). In PADS ’06:
Proceedings of the 20th Workshop on Principles of Advanced
and Distributed Simulation, pp. 74–81, IEEE Computer Society,
Washington, DC.

[7] Ayani, R. and B. Berkman. 1993. Parallel discrete event simulation
on SIMD computers. Journal of Parallel and Distributed Com-
puting, 18(4): 501–508.

[8] Comfort, J. C. 1984. The simulation of a Master–Slave event set
processor. Simulation, 42(3): 117–124.

[9] Rao, V. N. and V. Kumar. 1988. Concurrent access of priority queues.
IEEE Transaction on Computers, 37(12): 1657–1665.

[10] Jones, D. W. 1989. Concurrent operations on priority queues. Com-
munications of the ACM, 32(1): 132–137.

[11] Prasad, S. K. and B. Naqib. 1995. Effectiveness of global event
queues in rollback reduction and load balancing. ACM SIGSIM
Simulation Digest, 25(1): 187–190.

[12] Rönngren, R. and R. Ayani. 1997. A comparative study of parallel
and sequential priority queue algorithms. ACM Transactions on
Modeling and Computer Simulation, 7(2): 157–209.

[13] Fishwick, P. A. 1995. Simulation Model Design and Execu-
tion: Building Digital Worlds, Prentice-Hall, Englewood Cliffs,
NJ.

[14] Sleator, D. D. and R. E. Tarjan. 1985. Self-adjusting binary search
trees. Journal of the ACM, 32(3): 652–686.

[15] Brown, R. 1998. Calendar queues: A fast O(1) priority queue imple-
mentation for the simulation event set problem. Communications
of the ACM, 31(10): 1220–1227.

[16] Hunt, G. C., M. M. Michael, S. Parthasarathy and M. L. Scott. 1996.
An efficient algorithm for concurrent priority queue heaps. Infor-
mation Processing Letters, 60(3): 151–157.

[17] Grammatikakis, M. D. and S. Liesche. 2000. Priority queues and
sorting methods for parallel simulation. IEEE Transactions on
Software Engineering, 26(5), 401–422.

[18] Sundell, H. and P. Tsigas. 2005. Fast and lock-free concurrent pri-
ority queues for multi-thread systems. Journal of Parallel and
Distributed Computing, 65(5), 609–627.

[19] Naroska, E. and U. Schwiegelshohn. 1996. A new scheduling
method for parallel discrete-event simulation. In Proceedings
of the Second international Euro-Par Conference on Parallel
Processing-Volume II (August 26–29, 1996), L. Bougé, P. Fraig-
niaud, A. Mignotte, and Y. Robert (Eds.), Lecture Notes In
Computer Science, Vol. 1124, pp. 582–593, Springer-Verlag,
London.

[20] Liu, J., D. M. Nicol, and K. Tan. 2001. Lock-free scheduling of log-
ical processes in parallel simulation. In Proceedings of the Fif-
teenth Workshop on Parallel and Distributed Simulation (Lake
Arrowhead, California, United States, May 15–18, 2001), pp.
22–31, IEEE Computer Society, Washington, DC.

[21] Lysenko, M. and R. M. D’Souza. 2008. A framework for megas-
cale agent based model simulations on graphics processing units.
Journal of Artificial Societies and Social Simulation, 11(4): 10.
http://jasss.soc.surrey.ac.uk/11/4/10/citation.html

Volume 00, Number 0 SIMULATION 15



Park and Fishwick

[22] Bizarro, P., L. M. Silva, and J. G. Silva. 1998. JWarp: A Java li-
brary for parallel discrete-event simulations. Concurrency: Prac-
tice and Experience, 10(11–13): 999–1005.

[23] Teo, Y. M. and Y. K. Ng. 2002. SPaDES/Java: object-oriented paral-
lel discrete-event simulation. In Proceedings of the 35th Annual
Simulation Symposium (April 14–18, 2002), pp. 245–252, IEEE
Computer Society, Washington, DC.

[24] Goes, L. F., C. V. Pousa, M. B. Carvalho, L. E. Ramos and C.
A. Martins. 2005. JSDESLib: a library for the development of
discrete-event simulation tools of parallel systems. In Proceed-
ings of the 19th IEEE international Parallel and Distributed
Processing Symposium (Ipdps’05) – Workshop 5 – Volume 06
(April 4–8, 2005), IPDPS, p. 184b, IEEE Computer Society,
Washington, DC,.

[25] Nickolls, J., I. Buck, M. Garland, and K. Skadron. 2008. Scalable
parallel programming with CUDA. Queue, 6(2): 40–53.

[26] Harris, M. 2007. Optimizing Parallel Reduction in CUDA, http://
developer.download.nvidia.com/compute/cuda/1_1/Website/
projects/reduction/doc/reduction.pdf

[27] Mansharamani, R. 1997. An overview of discrete event simulation
methodologies and implementation. Sadhana, 22(Part S): 611–
627.

[28] Wieland, F. 1997. The threshold of event simultaneity. In Pro-
ceedings of the Eleventh Workshop on Parallel and Distributed
Simulation, pp. 56–59, IEEE Computer Society, Washington,
DC.

[29] Matsumoto, M. and T. Nishimura. 1998. Mersenne twister: a 623-
dimensionally equidistributed uniform pseudo-random number
generator. ACM Transactions on Modeling and Computer Sim-
ulation, 8(1): 3–30.

[30] Podlozhnyuk, V. 2007. Parallel Mersenne Twister, http://developer.
download.nvidia.com/compute/cuda/sdk/website/projects/
MersenneTwister/doc/MersenneTwister.pdf

[31] Fishwick, P. A. 1992. Simpack: getting started with simulation pro-
gramming in c and c++. In Proceedings of the 1992 Winter Sim-
ulation Conference, J. J. Swain, D. Goldsman, R. C. Crain, and
J. R. Wilson (Eds.). ACM, New York, New York, pp. 154–162.

[32] Park, H. and P. A. Fishwick. 2008. A fast hybrid time-
synchronous/event approach to parallel discrete event simulation
of queuing networks. In Proceedings of the 2008 Winter Simula-
tion Conference, S. J. Mason, R. R. Hill, L. Mönch, O. Rose, T.
Jefferson and J. W. Fowler (Eds.), pp. 795–803.

Hyungwook Park is a PhD candidate of Computer and
Information Science and Engineering at the University of
Florida.

Paul A. Fishwick is Professor of Computer and Information
Science and Engineering at the University of Florida. Fishwick’s
research interests are in modeling methodology, aesthetic com-
puting, and the use of virtual world technology for modeling
and simulation. He is a Fellow of the Society of Modeling and
Simulation International, and recently edited the CRC Hand-
book on Dynamic System Modeling (2007). He served as
General Chair of the 2000 Winter Simulation Conference in
Orlando, Florida.

16 SIMULATION Volume 00, Number 0


